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Reliability decisions affect safety, cost, and availability across infrastructure, energy, transport, and manufacturing. As

reliability analyses are increasingly implemented as software, engineers face repetitive, error-prone programming under

tight time and data constraints. Large Language Model (LLM)–based coding assistance offers an opportunity to automate

routine implementation steps, improving efficiency while keeping experts in control. Yet reliability engineering remains

largely absent from current LLM benchmarks—they rarely test the canonical computations and modeling patterns that

practitioners rely on, leaving a gap between generic coding ability and domain-specific analytical competence.

To address this gap, we introduce HumanEval-Rel, a HumanEval-inspired suite of hand-authored Python coding tasks with

executable tests that directly measure domain-specific coding ability on foundational reliability engineering skills.

HumanEval-Rel contains 40 tasks, targeting four areas: (i) reliability metrics and transformations, (ii) reliability modeling ,

(iii) maintenance of repairable systems, and (iv) estimation and data analysis. Representative tasks include computing

failure probabilities, deriving system reliabilities, optimizing age-based replacement policies, and assembling censored

likelihoods.

 

We report baselines for both open-source and proprietary LLMs under a constrained compute budget. Results indicate

strong performance on algebraic and structure-function tasks and weaker performance on problems that require multiple

steps and maintenance optimization. The benchmark, although accessible, still contains hard questions and exhibits a

notable variety of difficulty: 25% of tasks were never solved by any tested LLM, and the mean pass@1 score is 32.3%. We

will release questions, solutions, and evaluation scripts at https://github.com/sonic160/HumanEval-Rel.

By grounding evaluation in the actual computations reliability-engineers perform, HumanEval-Rel turns reliability analysis

into an executable benchmark, offering the research community a concrete way to measure whether code-generation

models understand the math and modeling logic behind real reliability engineering work. It marks a first step toward

assistants that can help with reliability engineering coding tasks.
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